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1. Abstract 
Turning photographs into a three-dimensional model is a solved commercial problem for a single object: one 
pump, one valve, photographed on its own, reconstructs well enough to use. Point the same tools at a 
complete assembly and three things go wrong at once — small components are omitted, some are 
reconstructed as the wrong object, and nothing that comes back carries an identity that the operator's own 
systems can use. That is the wall. It is well known, it is why digital-twin programmes stall after the pilot, and it 
is not a fidelity problem that a better mesh would fix. 

This paper describes a method that clears it. From ordinary photographs of a complete assembly — the kind a 
crew takes in four minutes on a live plant — we reconstruct the assembly with its small components present 
and correctly placed, and we establish what each component actually is. 

The identification is the novel part, and it does not come from appearance, because appearance cannot 
supply it. It comes from combining sources that do not share a failure mode: the engineering schematic, 
which holds the authoritative inventory of names; the photographs, which hold existence and position; the 
nameplates on the metal, read at full resolution as documentary evidence rather than guessed at from a 
thumbnail; and — the source most often left out — the manufacturer's own published catalogue and 
datasheets, retrieved online once a maker's mark has been recovered from the steel. 

That last source does three jobs rather than one. It settles disputes, because the company that made the 
object outranks both drawing and photograph on what the object is. It supplies better imagery than a field 
visit ever will, moving the ceiling on reconstruction quality from what the crew captured to what we managed 
to identify. And it supplies the ruler: a published dimension in millimetres, matched to one identified 
component in the frame, fixes the metric scale of the entire photograph and everything in it — without a 
survey instrument. 

Three assets compound behind this: the 3D Library, holding geometry per component class; Smart 
Components, holding behaviour — what a component does, how it is operated, how it fails; and the Field 
Album, holding what has actually been seen in the field for one operator, accumulating across engagements. 
That combination is uncommon, and the third cannot be obtained by working harder, because it is made of 
site visits. 

The result is engineered to be integrated. Locating a component and naming it are treated as two 
determinations with different standards of proof, so the geometric correction is delivered whether or not 
identity resolves. Evidence is persisted as raw claims and adjudicated at presentation, so any tag traces back 
to what produced it; where sources disagree, the disagreement is surfaced with the photograph that would 
close it; and confidence is a property of the evidence rather than of a model's opinion of itself, which is what 
makes an installation sortable and safe to connect to a maintenance system. 

We report a measured worked example on one complete process skid: 30 of 32 detected components 
corroborated across four views with zero failures, 28 nameplates transcribed from full-resolution re-crops, 
and three of five source conflicts settled against the schematic by the manufacturer's published range. Plant 
scale is what the method is built for; skid scale is what has been measured. We state what is built and what is 
designed but not built, and include a negative result — a ranking method we built, found to be noise, and 
removed. 

​
2. What works today, and where it stops 
Single-object reconstruction works. Photogrammetry, neural reconstruction and generative image-to-mesh 
are mature enough to buy. Photograph one object from enough aspects, separable from its background, and 
the output is a usable mesh with plausible surface detail. That capability is real, and anyone can obtain it. 
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What it is not asked to do is hold several dozen objects in correct relative position, keep the small ones, and 
say what each is in the customer's own vocabulary. When the subject stops being an object and becomes an 
installation, four things change. 

•​ Occlusion becomes structural rather than incidental. The occluder is another part of the same 
assembly, permanently bolted where it stands. There is no aspect from which everything is visible. 

•​ The scale range spans orders of magnitude. A frame two metres across and a 15 mm gauge fitting sit in 
the same photograph. A pipeline tuned to recover the envelope loses the fitting — and the fitting is 
often what the work order is about. 

•​ The population contains repeats. Assemblies carry visually identical instances by design. An isolated 
object never poses the question which one is this? 

•​ The deliverable changes. For one object, the mesh is the product. For an installation, the product is an 
inventory of named components in known positions, and a mesh with no names joins to nothing the 
operator runs. 

The existing route around this is a survey. Laser scanning plus manual modelling produces high-quality 
geometry, at a cost and duration organised around measurement rather than around work, and still does not 
produce identity: a point cloud does not know what a valve is called. The names are then typed in by a person 
walking the plant with a clipboard — the step that does not scale, and the step that quietly goes wrong. 

So the wall is not reconstruction fidelity. It is completeness and identity at assembly scale. Two things must 
be true to clear it: every component present and correctly placed, including the small ones; and every 
component either carrying the operator's own tag or visibly marked as not yet named. 

 

3. The wall at assembly scale 
Reconstruction of an assembly returns the correct overall envelope — the frame, the vessel, the skid base — 
with everything below a certain size missing, and some components built as the wrong object or in the wrong 
place. A human closes the gap: find every real component, say what it is, and say where it belongs. That 
sounds like data entry. It is not. 

3.1 The four identical valves, stated rigorously 
Take one process skid carrying four gate valves: identical casting, actuator, finish and dimensions. The 
schematic names them HV-101, HV-102, HV-103 and HV-111. Put the obvious question to a field engineer, to 
a technician who has worked that plant for twenty years, or to the strongest computer-vision model available: 

Which one of these is HV-102? 

The question has no answer derivable from the photographs. This is a claim about information, not about the 
state of the art. Two physically identical objects produce images differing only in pose, lighting and 
background. The tag is an administrative fact attached by an external system; it has no visual correlate unless 
it is physically written on the object, and where it is not, no function from pixels to tags beats chance across 
the identical population. 

This is not an artefact of poor imaging or an unusual site. It is a consequence of standardisation — 
near-universal across process, medical, aviation, mining, marine and data-centre infrastructure — which is 
what makes a plant maintainable and what makes it visually ambiguous. It also settles where the answer 
must come from: not a better camera or a bigger model, but the metal, the drawing, the manufacturer, or a 
person. Assembling those into a determination that can be trusted is the work. 

3.2 Why the tag is the join, and why a wrong tag is worse than no tag 
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Every work order, spare part, inspection record, calibration certificate and alarm at the plant is keyed to the 
tag. It is the primary key of the operator's world, and a model whose components carry descriptive but 
non-canonical labels — "red handwheel valve" — joins to none of it. Consider the two failure modes. 

 No tag Wrong tag 

Result of a CMMS query Nothing returns; the gap is visible The wrong asset returns; the gap is 
invisible 

Field consequence Technician looks it up another way Technician is dispatched to the wrong 
valve on a live plant 

Detection Immediate On failure, on audit, or never 

Effect on trust in the rest of the 
model 

None Total 

 

An absent tag is a known unknown. A wrong tag is an unknown unknown laundered through software and 
now carrying institutional authority. This is how these programmes end: an engineer checks one item, finds a 
tag on the wrong object, and stops trusting the entire model. The pilot does not fail on geometry. It fails on a 
single wrong name. 

​
4. Why the existing approaches stop short 
Each of the following is a reasonable response to part of the problem, and each has a structural limitation 
rather than a quality problem better execution would fix. 

Appearance-based classification and retrieval. A vision model determines a component's class: this is a ball 
valve. Class is real information the method needs, and we use it. The limitation is categorical rather than 
statistical: within a class of identical instances appearance is by construction constant, so no 
appearance-based method can distinguish instances. A better classifier improves class accuracy and does 
nothing to instance identity. 

Optical character recognition of tags. Where a tag is legible, OCR is the correct tool and we use it too. The 
limitation is coverage: tags on installed equipment are obscured by lagging and pipework, corroded, painted 
over, absent, turned away, or too small in a whole-asset photograph to resolve. Coverage is partial and 
unpredictably partial, so OCR cannot be the sole mechanism of a system that must answer for every 
component. A second failure mode matters more: OCR at insufficient scale returns plausible, well-formed, 
fabricated part numbers — worse than no reading, because the plate is the only documentary source and a 
fabricated one corrupts the arbiter. Section 6.2 is how that is avoided. 

Schematic-driven assignment. The P&ID holds the authoritative tag inventory, so it is tempting to assign tags 
positionally from it. A schematic is not a spatial document: symbol placement follows page layout, so two 
valves drawn adjacent may be three metres apart and two at opposite corners may be bolted to the same 
header. Used as a positional authority it produces confident, untraceable errors, and it describes intent at the 
time of drawing rather than as-built state. What the sheet does hold reliably is connection order, and 6.7 
takes that and nothing more. 

Confidence-scored automatic assignment. Score the candidates, take the highest, attach a number, proceed. 
The objection is not poor calibration — assume perfect calibration. It is that the output is rendered identically 
whether measured or inferred, so a user cannot distinguish a plate transcription from a coin flip. Calibration 
does not repair this, because the user acts on the displayed tag, not on the distribution. 

None is wrong within its own scope. The failure is architectural: all four are asked for one output — the 
identity of this component — that subsumes two questions of very different difficulty. 
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​
5. The separation that clears the wall 
The prior art treats identify this component as one problem. It is two.​
 

 Localisation Identification 

Question Where is this component in space? Which tag does it carry? 

Needed for Correcting the geometric model: 
placing missing parts, fixing wrong 
ones 

Joining to work orders, spares, 
procedures, alarms 

Evidence required Agreement across a plurality of views 
that the same physical instance is 
present 

A plate affixed to the component, or 
genuine uniqueness of class, or 
topological distinguishability 

Solvable from photographs Fully Conditionally, and never by 
appearance for identical instances 

Consequence of error A part is modelled in the wrong 
place; visible and correctable 

A technician is dispatched to the 
wrong asset; invisible until it matters 

 

The unlock is a single sentence: 

To place a missing gate valve correctly in the model, you do not need to know whether it is HV-102 or HV-103. 
You need to know that a gate valve goes there. 

Because existing systems conflate the two determinations, the tractable problem is held hostage by the 
intractable one: a component is not placed because it cannot be named, when placing it correctly never 
required the name. Separating them, with deliberately different standards of proof, is the central design 
decision, and it is what makes the geometric result deliverable on day one. The corrected model ships where 
identity is wholly or partly unresolved, and identity is then established source by source, graded by what 
supports it. 

​
6. The method: establishing what each 
component is 
6.1 Six sources with differentiated weight 
Six sources are consulted, chosen because they fail in different ways — a source that cannot see through 
lagging and a source drawn in an office two years ago do not make the same mistake. None is treated as 
dispositive outside its class. 

Source Establishes Cannot establish 

Photographic detection Existence; position within a view Identity; distinction between 
identical instances 

Class library and classifier Component class Instance identity 
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Source Establishes Cannot establish 

Plate (nameplate, tag sticker, stencil, 
cast lettering, maker's mark) 

Manufacturer, type, model, 
sometimes tag — documentary 

Anything at all, if not physically 
affixed to the component in question 

Schematic Tag inventory; connection order Physical position; as-built state 

Manufacturer's catalogue and 
datasheets (retrieved) 

Product range and type; published 
dimensions in millimetres; product 
imagery 

Which instance carries which tag 

Accumulated corpus ("the Field 
Album") 

Prior observation of a visually 
equivalent component; substitute 
imagery 

Identity at the present installation 

 

The plate is the only statement on a skid that is not an opinion, and until this work it went unread — because 
it was sought in reduced-resolution copies, where it is a grey smudge. Reading it properly is what unlocks the 
two sources beneath it in the table. 

6.2 Reading the metal: two-stage nameplate capture 
A plate subtends a small angle in a whole-installation photograph, and in reduced-resolution imagery its 
characters are not physically resolved. Transcription attempted at that scale fabricates. The capture is 
therefore split in two. 

Stage 1, location. Reduced-resolution copies of all photographs are examined for text- or mark-bearing 
regions by a process expressly instructed not to read. It returns the region, the kind of plate, a legibility 
prediction, and — significantly — a plain-language statement of the object the plate appears affixed to, made 
without any access to the plate's text. That last field is load-bearing later, in 6.5. 

Stage 2, transcription. Each located region is re-cropped from the full-resolution original and transcribed, 
under a constraint to transcribe only what is physically legible, to mark uncertain characters as unresolved 
rather than choose the likely one, and to return an explicit illegibility finding with a stated cause — focus, 
scale, glare, corrosion, occlusion. Interpretation is returned separately from transcription, so inference 
remains distinguishable from observation. 

Two constraints govern admission. A returned tag must match a tag pattern — at least one digit, one letter, 
minimum length three — so fragments from partial crops are rejected. And a plate is evidence of identity only 
where it lies within or beside that component's region in the same photograph, is small relative to it, and that 
component is the smallest enclosing one. A plate reading HV-102 on a bench proves nothing, and this is 
enforced geometrically. 

What comes off the metal is more than a tag: a model number, a type designation and above all a maker's 
name, frequently legible where an asset tag is not — and the key to the next section. 

6.3 The manufacturer's catalogue does three jobs, not one 
Where manufacturers' published data is considered at all, it is treated as a tie-breaker. That undersells it 
badly. Once a manufacturer has been recovered — from a plate, a brand mark, or lettering cast into the body 
— its published material does three distinct jobs, and the third changes what is possible. 

(a) It settles disputes. Where the schematic asserts one thing and the photograph another, the company that 
made the object is a documentary witness senior to both. Section 9 records the instance: lettering reading 
BALON, recovered from a valve handle, against a published range holding no gate valves. Two constraints. The 
source must be retrieved — a recollection of a range is not a citation, and a failed fetch is not evidence of 
absence, could not retrieve being a different statement from no such product. And direction matters: a 
recovered name leading to a published range is documentary, whereas a schematic class leading to imagery 
and then a search for matching appearance supplies the sought appearance to the searcher, and is capped 
below settled. A catalogue page resolves what a component is; never which. 
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(b) It supplies better imagery than the field ever will. A manufacturer's product photography is studio-lit, 
unoccluded, multi-angle, taken by people whose job was to make the object look right. Set that beside what a 
reconstruction pipeline normally receives: one usable angle, a pipe across the body, glare off a flange, a crew 
who had four minutes on a live plant in the rain. This inverts a constraint that has governed 
photograph-derived reconstruction since it began — quality hostage to what the crew shot on the day, 
another site visit the only remedy. Once manufacturer and model are known, *the ceiling moves from what 
was captured to what was identified***, and identification stops being a labelling step after reconstruction 
and becomes an input to it. Such imagery is admitted only under 12.4, whose load-bearing condition is 
explicit human approval. 

(c) It supplies the ruler — the most important of the three. A datasheet states the product's dimensions in 
millimetres: face-to-face length, handwheel diameter, flange bore. That is a fact about the physical world, 
published by the party in a position to know it, and exactly what a photograph does not contain. One 
identified component of known real size gives scale to the entire photograph, and therefore to everything 
else in the frame — the pipe it sits on, the skid it is bolted to, the valve two metres away that carries no plate 
at all. 

This is how metric scale is obtained without a survey instrument. The usual route is a survey organised 
around measurement rather than around work: scheduled, costly, disruptive to a running plant. Here the 
measuring device is a page the manufacturer already published, and the trigger is a maker's mark legible in a 
photograph the crew took anyway. It does not replace a survey where one is warranted, and it does not 
recover camera positions, which is section 7's problem. 

Three constraints, each a way this could go wrong. The dimension must be fetched, never recalled: a model's 
recollection of an object's size has been observed confidently and materially wrong, and a wrong ruler silently 
rescales everything downstream. It must be matched to the feature it names: a face-to-face length is a 
distance between two machined surfaces, not the apparent width of a valve in a photograph. And a variant 
may differ — a different actuator, end connection or revision year — so where only a manufacturer and a 
family are recovered, the resulting scale is graded, not settled, and reported with its basis. 

6.4 The address book, and the marks that fill it 
Fetching a URL is trivial; nothing resolves the string BALON to the page where that company publishes its 
range. That resolution is performed once per manufacturer, verified by actually fetching the page, and stored 
— never per query. Cost is the lesser argument; reliability is the stronger one. A fresh search lands wherever 
the index happens to rank the name that day, and the plausible landing places — a distributor's catalogue, a 
marketplace listing, a scraped reseller specification, an aggregator with no relationship to the manufacturer at 
all — may state a range or a dimension that is stale or wrong for the variant. The entire evidentiary value of 
this source is that it is the manufacturer's own statement about its own product. 

The stored table is one row per manufacturer: canonical name, reference mark, official domain — the same 
artefact as the brand-mark catalogue, which is why the two are built together. The marks enter the existing 
plate-reading pass as a closed vocabulary — if the mark matches one of these names, say which; otherwise 
return unknown — because an open question invites a plausible manufacturer from memory, the recollection 
failure in another hat. A mark names a manufacturer: not a model, not a type, never a tag. Retrieved material 
is cached with its URLs, timestamp and the raw text span each claim was read from, and the fetch date travels 
with the citation. Manufacturers recur across an estate and across an industry, so the table fills once and pays 
at every subsequent installation. 

6.5 Tag-grammar induction from observed affixation 
Operator tag grammars are site-specific and unpublished. The system induces the grammar from the 
observed tags: tokenisation, partition by token shape, then field-role assignment into constant, type-code, 
sequence and suffix. 

The material constraint is on how a type-code acquires meaning. It is derived solely from the intersection of 
the Stage 1 affixation descriptions — the class of object the plates bearing that code were physically bolted 
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to, as determined by a process that could not read the code. A code observed on two solenoid valves means 
solenoid valve because it was found on solenoid valves, not because the characters resemble an abbreviation. 
Lexical inference is excluded, and where affixation targets share no common term the code is returned as 
unknown. The constant field is reported as invariant with meaning not established. 

This yields a check no other source offers: every plate bearing a code of established meaning is tested against 
its own affixation target, and disagreement indicates a plate on the wrong component. 

6.6 Multi-view same-instance verification, and why four views 
Localisation rests on one question asked well: is the component in this photograph the same physical instance 
as the one in that photograph? A reference crop is taken from the full-resolution original, with surrounding 
context, and presented against each remaining view one at a time. Presenting all views together was found to 
bias determinations toward affirmative findings. 

The instruction states that the component is frequently not visible from other aspects, that a negative is a 
correct and expected outcome, and that an affirmative made under uncertainty is the harmful one. It directs 
that the judgement come from neighbouring features — which conduit the component is mounted on, what 
it is bolted to, what lies above and below — not from appearance, which matches every other instance of the 
class. The reference view is not counted as corroboration; it is the detection under test. 

The ray-intersection argument for four views:​
 

Views Geometric result 

1 A ray. The component lies somewhere along it. No 
position. 

2 An intersection, degenerating to a smear where the 
aspects are near-colinear. 

3 A point, with no redundancy — a bad region cannot be 
identified. 

4 A point plus one degree of redundancy: three consistent 
regions and one inconsistent identify which region is 
wrong, not merely that something is. 

 

Four views therefore convert a fit into a fit with an error check. Independently, two identical instances 
erroneously merged into one component refuse to corroborate, because a reference crop of one will not be 
found in a view containing only the other. No other check detects that failure — and it is exactly the failure 
assembly scale generates and single-object reconstruction never encounters. 

6.7 Topological disambiguation, and where the drawing must stop 
Connectivity is the reliable part of a schematic: a draughtsman may relocate a symbol, but cannot alter what 
is plumbed to what. The system builds an undirected adjacency graph from the connections, excluding signal, 
electrical and off-sheet references, and computes hop distance from anchors — items unique in class, paired 
to a photographic detection, and not themselves subject to a conflict. Distances are compared only among 
components sharing an anchor; distances to different anchors are not commensurable. 

The important behaviour is the negative one. Where two instances of a class sit at equal hop distance from 
the same anchor, the schematic cannot distinguish them. The system detects this and says so — they sit at 
the same point in the running order, so the drawing cannot say which is which — and makes no selection. 
Items resolved topologically are graded, never settled. Knowing where a source runs out is what allows the 
source to be used at all. 

6.8 The evidence ledger, with derived verdicts 
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For each component the system persists the raw claim of each source — photographic regions, schematic tag 
and connections, plate transcription, geometry, corpus match, human determination — and nothing else. 

No verdict is stored. It is recomputed from the record on every presentation, which buys three properties an 
integrator will care about. Traceability: on what basis this component carries this tag is always answerable, 
because the claims that produced the verdict are still present. Retroactive improvement: a correction to an 
adjudication rule improves every previously processed installation, with no imagery reprocessed. 
Non-divergence: displayed state and stored state cannot drift apart, because only one exists. Human 
determinations are the exception: persisted, merged rather than replaced, never overridden automatically. 

6.9 Disagreement is surfaced, with the photograph that would close it 
Where two sources assert materially inconsistent characterisations — gate versus ball, centrifugal versus gear, 
valve versus pump — the system does not select between them. It emits both claims plainly and generates 
the instruction that would resolve the item: photograph the nameplate on the valve above the pump. A 
conflict is not found where one description contains the other's term as a modifier: "check valve" against "ball 
check valve" is agreement. 

This is a productive step rather than a defensive one. The instructions aggregate into an ordered, exportable 
acquisition list, which is the output of the step: a short, specific list of photographs that would raise the 
largest number of components to documentary standing. The step is complete when the unresolved 
population is empty — not when the user has clicked through the items. A disagreement between two 
independent sources is information about the installation, and generally the fastest route to a settled answer. 

 

7. Scale and pose are different problems 
Two questions are routinely collapsed into "solving the geometry". They differ in difficulty, and separating 
them is the same move section 5 makes for identity. 

Scale — how big is it? Solved by 6.3(c). One identified component with a datasheet dimension, visible in a 
photograph, fixes the metric scale of that photograph and of everything in it. The evidence is documentary 
and the arithmetic elementary. 

Pose — where were the cameras? Not solved by a ruler. Recovering each camera's position and orientation, 
and therefore the position of every component, requires point correspondences: the same physical point 
identified in two or more images. Bundle adjustment then solves poses and points jointly up to an unknown 
scale — precisely the scalar a datasheet supplies. The two combine well; the open problem is on the pose 
side. 

The risk: a box centre is not a point correspondence. Four-view verification produces a bounding region per 
view, and the obvious move is to treat each region's centre as the same point seen from four aspects. That is 
not sound. The centre of the box around a valve seen from the front is a different piece of metal from the 
centre of the box around the same valve seen from the left — the box is a projection onto a plane, and its 
centre wanders as the object rotates. Treating the two as one point introduces an error of the order of half 
the component's size, growing with depth along the viewing direction. Half of a metre-wide compressor is a 
tolerable initialisation error for a robust solver; half of a 100 mm valve is not obviously tolerable, and 
asserting that it is would be an unmeasured claim of exactly the kind this paper argues against elsewhere. 

The test that settles it. Solve on the project already in hand, then compare solved distances against a handful 
of tape measurements on the real installation. Small, cheap, decisive — and until it has run, no position in 
metres is claimed anywhere. It may well return a verdict that box centres are insufficient at valve scale. 

The proven fallback. If they are, the remedy is neither novel nor risky: a human identifies three or four 
matching features between the photograph and the model — the corner of a frame, a flange bolt, the base of 
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a stanchion — true point correspondences. The technique has already been used successfully in this 
programme, costs a few minutes per installation, and is available now. 

Either way, box centres are an initialisation and not an observation; the solve uses a robust loss; every solved 
position carries its residual in millimetres, never a bare coordinate; and three preconditions are 
non-negotiable — camera intrinsics, EXIF rotation baked into the pixels before anything reads them, and a 
scale reference from a fact. 

 

8. Confidence an engineer can integrate 
A twin is only worth building if it can be connected to the systems that run the plant, and connection is a 
decision someone has to sign. What they need is a model where the certain parts can be told from the 
uncertain ones mechanically, at scale, without opening each. That is what this section supplies. 

Section 4 objected to confidence-scored automatic assignment. This system publishes confidence values, so 
the difference must be exact rather than asserted. 

The value comes from the rule that fired, never from a model's self-reported score. Each adjudication rule 
already names itself when it returns a verdict; each additionally carries a band and a value. A classifier's own 
confidence sits in the record and is used only as a threshold inside one rule — never published as the 
confidence of an item, because one model's 0.82 and another's 0.82 on a different component are not the 
same quantity. 

Band Value Fires when 

PROVEN 99 A plate affixed to this part states this 
tag 

STRONG 90 Two independent witnesses agree, 
and the class is unique in both 
inventories 

LIKELY 70 Topology resolves it uniquely, or a 
plate gives type but no tag 

WEAK 50 A single witness, or a directed re-look 
that found the item after being told 
what to expect 

CONTESTED — Witnesses describe different 
equipment 

UNKNOWN — Nothing resolves it 

 

This is the opposite of what section 4 criticises. That practice takes a per-inference score — varying with the 
model, the prompt, the crop and the day — and renders it identically to a measurement. Here the value is a 
statement about the evidence, deterministic in it: identical evidence yields an identical value across 
components, installations and customers. 

That determinism makes a population operable. An integrator can filter an installation to everything resting 
on documentary evidence and connect only that; quantify what proportion of a twin is PROVEN rather than 
inferred, and report it to whoever owns the risk; re-run the filter after the next visit and measure the 
improvement; and rank the capture tasks of 6.9 by how many items each photograph would raise a band. 
Per-inference scoring supports none of these, because its numbers are not comparable between two 
components. 
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Two bands carry no number, deliberately. A contested item is two competing answers, not one weak one; 
averaging two inconsistent assertions into a percentage produces a number no witness stated, and the 
disagreement was the finding. An unknown item is an absence of belief, not a small one: a low number tells 
the user the system holds a weak opinion when it holds none, and a weak opinion invites action. 

Both are highlighted rather than greyed. Convention says low confidence fades; that is backwards. These are 
precisely the rows a human must act on — the contested because someone must adjudicate, the unknown 
because someone must go and look — and they are the shortest route to a better model, each naming the 
photograph that would close it. 

​
9. Results: the measured worked example 
One process skid, measured 27–28 July 2026. 

Input Value 

Photographs 21 

Original resolutions 5712 × 4284 and 4032 × 3024 

Designated views 4 

Schematic items / connections 16 / 19 

Components detected 32 

 

Localisation. 30 of the 32 detected components were processed by multi-view same-instance verification, 
with zero failures. Corroboration varied with the physical facts: frames, enclosures and large assemblies 
corroborated across three other views; components present on one aspect only, such as the front castors, 
across none. 

The control run. A verification that affirms everything is worthless, and a run in which everything 
corroborates is indistinguishable from one. A control was therefore run on the smallest components — the 
population most likely to elicit an unwarranted yes. It returned four affirmative and five negative 
determinations. The check discriminates — the most important number here, because without it none of the 
others can be interpreted. 

Plates. Across the 21 photographs, 94 plate-like regions were located at reduced resolution, 29 predicted 
legible, and 28 transcribed from full-resolution re-crops. The ratio of 94 to 29 is not a shortfall; it is the locate 
stage declining to read what it cannot read. Of the 28 transcriptions, five yielded a tag, three an equipment 
type, and four a manufacturer. 

Four manufacturers off one skid are four opportunities to settle a dispute, obtain studio imagery, and obtain a 
ruler in millimetres. The catalogue route of 6.3 does not need a high plate yield to pay for itself, because one 
identified component scales an entire photograph. 

Grammar induction. The observed tags LS-AC-01A, LS-SOL-04A, LS-SOL-05A, LS-FM-02A resolved to 
constant–type–sequence–suffix. Code meanings came from affixation alone: AC from an air compressor, SOL 
from each of two solenoid valves, FM from a line beside a digital readout. All four affixation cross-checks 
agreed with the independently determined class. 

The divergence. No plate tag matched any schematic tag. The plates read LS-AC-01A, LS-SOL-04A, 
LS-SOL-05A, LS-FM-02A; the schematic read C-101, HV-101, P-101. Zero overlap. Either the sheet is not for 
this skid, or the equipment was relabelled after it was drawn. The system reported the divergence and 
declined to resolve it — the sort of finding a confidence-scored system averages away, and one of real 
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operational value: a drawing that does not match the steel is worth knowing about before a technician relies 
on it. 

Final states across the 16 schematic items: 

State Count 

Settled 3 

Worth review 7 

Sources disagree 5 

Not visible 1 

Probable 0 

 

Probable is zero for a substantive reason. Every identical pair on this skid was topologically equivalent — 
identical components are usually plumbed identically — so the running order resolved nothing, and the 
system reported that rather than selecting. An earlier build carried five items labelled probably right, settled 
by order above a sentence reading the drawing cannot say which is which. That was a defect, and it was 
removed. 

Catalogue adjudication. Three of the five conflicts were resolved against the schematic. Lettering reading 
BALON was recovered from a valve handle; retrieval of Balon Corporation's published range established that 
they make floating ball valves, trunnion ball valves, swing check valves and needle valves — and no gate 
valves. The schematic's assertion of a gate valve was contradicted by the company that made the component, 
with a citation carried through to the user. 

What this run demonstrates and what it does not. It demonstrates the full chain on one complete process 
skid: photographs in, every detected component located and corroborated, plates read at full resolution, a 
manufacturer recovered, a catalogue retrieved, a documented conflict settled against the drawing. It does not 
demonstrate plant scale. Plant scale is what the method is designed for — nothing in it depends on the count 
of components — but that is a design property rather than a measurement. 

​
10. A method we built and removed, and why 
Engineering discipline includes deleting things that work in the demonstration. An earlier build ranked 
identical instances by proximity to an anchor within a photograph, assuming nearness in the image plane 
approximates nearness in space. It produced plausible orderings, and was removed after adversarial review. 
The reasons are recorded because they will tempt someone again. 

•​ Anisotropic normalisation. Region coordinates were normalised to 0–1000 on both axes irrespective of 
aspect ratio, so on a 4032 × 3024 photograph a vertical separation is penalised by roughly a third against 
an identical horizontal one. 

•​ Mixed orientations. The photographs mix landscape and portrait, so taking the minimum distance 
across views compares two different metrics and reports the smaller. 

•​ Margins below measurement error. Three valves scored 92.90, 94.24 and 94.62; two gauges were 
separated by 0.03 units in 1000. A tenth of a pixel decided between two independent sources agree and 
doubtful. 

•​ Minimum-over-views rewards the wrong thing. The closest they come in any view rewards a 
component for being pinned in more views, not for being closer. 

•​ The failure signature read as the success signature. A separation of zero — the signature of two regions 
drawn on the same object, that is, a mis-pin — scored as maximal agreement. 
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•​ Excluded evidence leaked back in. A region the same pipeline had explicitly judged not present was still 
eligible, and could be the winner. 

The general statement: proximity within a photograph is not a proxy for proximity in space, and where it is 
used as one the determinations are not distinguishable from noise. What survives is the schematic's topology 
alone, which can state when the running order cannot separate two instances — the most useful thing it has 
to say, and one it says without claiming photographic corroboration it does not have. 

It is also why section 7 is cautious: box centres as point correspondences is a proxy of the same family, stated 
as a risk with a named experiment attached rather than as a solution. A method described only by its 
successes gives a reader no way to calibrate the rest; this one produced numbers that looked like 
measurements and were not. 

 

11. Plants with no legible tags 
Every operator asks this within the first ten minutes: the tags are painted over, the brass discs went missing 
decades ago, the stencils are under lagging, or no numbering scheme was ever applied. A method resting on 
plates would collapse. This one does not, and this is where the separation of section 5 pays for itself most 
visibly. 

Localisation is entirely unaffected. Every geometric output depends on photographs and nothing else — 
components found, classes determined, missing parts placed, wrong ones corrected, four-view corroboration, 
the detection of two identical instances erroneously merged — and none of it consults a tag. On a plant with 
zero legible tags the customer still receives a corrected model, correctly classed, with provenance. What they 
do not receive is the join to their maintenance system: a real loss, not to be dressed up, but a partial one on a 
deliverable that stands on its own. 

The drawing still holds the names. No physical tags does not mean no inventory. The schematic still asserts 
that this system contains HV-101, HV-102, HV-103, P-101 and C-101, and what is connected to what. The 
problem changes shape: from read the name off the object to match the drawing's graph to the real one — 
more tractable, because a graph has structure and a coat of paint does not remove it. Almost every 
installation holds items unique in class — one compressor, one filter vessel, one control panel — which 
anchor that graph without any tag, and from an anchor the connection order propagates: the valve 
immediately upstream of the compressor is identifiable as such, and the drawing says what it is called. The 
reach is bounded by 6.7's limit, but between anchors a substantial proportion of a plant is topologically 
distinguishable. 

The blocker, and why it is smaller than it looks. Pipework cannot be traced in a photograph, so the matching 
appears to have only one side. That limitation stands — but tracing every line through lagging and behind 
structure is a far stronger requirement than the method needs. Two easier questions carry most of the load: 
pairwise adjacency — does a pipe run directly from this valve to that pump? — and ordering along a visible 
run. Nor is a complete graph required: a partial order is sufficient, and where the constraints admit more than 
one consistent assignment, that is reported rather than resolved. 

One human assertion goes a very long way. An engineer pointing and saying that one is HV-101 does not 
name one component; it anchors the graph, and everything topologically determined relative to it is named 
by propagation. It is recorded as a human witness with attribution and timestamp, merged rather than 
replacing — because on audit, stated by the area technician on this date is different provenance from inferred 
from a drawing, and both differ again from read off a plate. 

Marks that are not nameplates. Such a plant frequently still carries writing — line numbers stencilled onto 
lagging, chained brass tags, engraved panel labels, cable markers, cast lettering — and the locate stage of 6.2 
already seeks all of them. A stencilled line number names the line the valve sits on, a strong constraint with 
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the drawing; a cast maker's mark unlocks all three catalogue jobs, including the ruler, which needs no asset 
tag at all. 

Where identity cannot be established, the component is issued a stable system-minted identifier — visibly 
not an operator tag and never presented as one — and is placed, classed and photographed under it, so it 
persists across visits. It can be named retroactively: the day anyone learns the tag, that claim is added and the 
component acquires its name, along with any neighbour the name propagates to. This works because verdicts 
are derived rather than stored: a system that committed its conclusions at ingest would have to be told to 
change its mind; this one only has to be told a new fact. 

 

12. Three assets that compound 
The method above runs on three bodies of accumulated material. Individually each is useful; the combination 
is what makes the twin worth more at the fiftieth installation than at the fifth, and it is uncommon to hold all 
three. 

12.1 The 3D Library — geometry 
A curated library of component models, one per class, built once and reused across every installation: valves, 
pumps, gauges, filters, actuators, fittings. When a component is classed from a photograph, the library 
supplies a correct model of that class rather than a reconstruction guess at a part the photographs half-saw. 
This is what allows small components — the ones an assembly-scale reconstruction omits — to appear in the 
model at all, correctly formed, at the right size once the ruler of 6.3(c) has been applied. Each engagement 
adds variants, and a variant added for one operator is available to the next. 

12.2 Smart Components — behaviour 
Geometry alone produces a picture. Smart Components carry what a component does: how it is operated, 
which way flow passes through it, what its ports are, how it fails and what the failure looks like. A library entry 
is therefore not a shape but a shape with behaviour attached, which is what turns a corrected model into 
something an operator can train on, interrogate and simulate against. 

The join between the two is the class determination of section 6: establish that this object is a solenoid valve 
of a given family, and both the geometry and the behaviour arrive with it. That is the second reason 
identification is worth the effort described here — it is not only the join to the maintenance system, it is the 
join to everything the library already knows about that kind of component. 

12.3 The Field Album — what has actually been seen 
Status: designed and specified. Not built. 

The corpus accumulates, per operator across engagements, photographs of every observed component with 
its class, manufacturer and model where recovered, the tags it was observed under, the installation and date, 
an observation count, a reconstruction-suitability assessment, and whether a 3D model exists. 

It does two jobs. It settles arguments — the Balon adjudication is an instance. And it lends better 
photographs: the binding constraint on photograph-derived reconstruction has always been the imagery — 
one usable angle, glare, a pipe in the way. Where imagery at the present installation is insufficient, corpus 
imagery of a visually equivalent component is substituted as geometric input. 

Three properties govern the substitution. 

Gating on visual equivalence, not part-number identity. A different part number sharing a casting has 
identical external geometry, and geometry is the only property being taken. Equivalence may be established 
by manufacturer and model recovered from plates on both, by automated pairwise comparison, or by a 
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human comparing two images; any one suffices, and the human route always works and overrides the others. 
Note the asymmetry: the corpus may lend a photograph on a visual match alone, and may never lend a name. 
Borrowing a shape requires only that the shape match; borrowing a name puts a tag into a work order and 
demands a plate or genuine uniqueness. Two identical solenoid valves at two sites are the same product and 
different assets. 

Provenance. Any output derived from substituted imagery is marked as such, identifying the source 
installation. Substitution is never silent, and the wording does not overclaim a separation the pipeline does 
not perform: a multiview build takes its surface from the photographs it was given, so a substituted view puts 
another site's surface on the part, and the card says so in those words. 

Type geometry only. Substitution supplies shape. Any representation of condition — corrosion, damage, 
missing parts — must come from the present installation's own imagery, condition being instance-specific 
where geometry is type-specific. 

The compounding argument. Every engagement adds observations to the corpus and variants to the model 
library, and the corpus improves reconstruction at the next. Reconstruction quality becomes a function of the 
operator's cumulative history rather than of the imagery captured at one installation: the fiftieth site builds 
better than the fifth, even with worse photographs. Because operators standardise on a limited set of 
suppliers, coverage is attained at low cardinality, and a competitor cannot close that gap by working harder — 
they would have had to have visited the sites. It is the deliberate alternative to a global fingerprint catalogue 
of every component ever made, which re-derives class recognition one vision call already solves, cannot 
answer which, and rots as SKUs are discontinued and re-badged. 

12.4 The fifth and sixth picture 
At build time the system shows four pictures of a component — front, back, left, right — and the design adds 
two more, filled from the manufacturer's product photography of 6.3(b). The four field views come first and 
are always shown, even when poor: a missing, occluded or blurred view is stated on the screen — no usable 
view from the left — never silently filled from the web. 

Slots five and six are visually distinct, labelled with manufacturer, model and source URL, and each carries an 
approval control. Nothing unapproved enters the build: an unapproved image is never build input, never 
counted toward suitability, never filed to the corpus. The question put is answerable from a photograph — is 
this the same product?, not is this the same object — and on approval the entry records the approving user, 
the timestamp, the source URL and a manufacturer-imagery flag, carried downstream on every output. And 
no manufacturer identified, no slots. 

Field views prove what is installed; manufacturer views supply what it looks like — different claims, 
different standing, kept visibly distinct. A product photograph shows the object as manufactured, not as 
installed and never as weathered, so the condition restriction applies unchanged, and it may be of a different 
variant, which is why approval is mandatory rather than advisory. 

 

13. Generalisation 
Nothing in the method depends on the installation being a process plant. Substituting the class library adapts 
it: 

•​ Healthcare — infusion pumps, ventilators, imaging systems. Identical devices, asset tags, service 
records, and a department that needs to know which pump. 

•​ Aviation MRO — line-replaceable units, panels, fasteners, and a paperwork trail that must match the 
airframe exactly. 
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•​ Mining, utilities, marine, data centres, discrete manufacturing — identical motors, drives, breakers and 
racks, repeated by design across hundreds of sites. 

The determining characteristics are visually identical tagged instances and documentation that may diverge 
from as-built state, both close to universal wherever assets are maintained under a numbering scheme. The 
catalogue route generalises too: every one of these industries buys from suppliers who publish dimensions. 

 

14. What is built, what is designed, and the 
boundaries of the method 
Stated plainly, because the distinction between measured and designed is the easiest thing in a document like 
this to lose. 

Built and measured: the separation of localisation from identification, the evidence ledger with derived 
verdicts, multi-view same-instance verification, two-stage plate capture and constrained transcription, 
adjudication and the output states, tag-grammar induction, topological disambiguation, and generated 
acquisition tasks. Catalogue adjudication was reduced to practice manually. The 3D Library and Smart 
Components exist as products today. 

Designed, specified, not built: 

•​ The Field Album itself, and the loop that fills it. Every claim in 12.3 is a design claim; the corpus does 
not exist today, nor does the fifth and sixth picture of 12.4, which depends on catalogue lookup. 

•​ Evidence-derived confidence. Section 8 is a small change inside the existing adjudication cascade, 
reading data the ledger already holds — and unbuilt at the time of writing. 

•​ Catalogue lookup as an automated step, and the address book of 6.4 it depends on. The adjudication of 
section 9 was performed manually, and nothing in the product today resolves a manufacturer name to a 
page — that, not the fetching, is the blocker. 

•​ The ruler from a datasheet dimension. Section 6.3(c) is an argument and a design, not a measurement: 
no metric scale has been obtained by this route yet. 

•​ Camera-pose solving. Four corroborated regions become a position in metres only once poses are 
solved jointly with the points by bundle adjustment. That is its own body of work, and its success is 
genuinely uncertain for the reason given in section 7. Until it is done, no position in metres exists and 
none is claimed. What exists is corroborated multi-view regions: the survey input, not the survey 
output. 

•​ Occlusion and glare assessment per view, which the suitability banding needs and does not have. Until 
it ships both are unknown, and unknown is never scored as good. 

Boundaries, written into the specification so that they cannot quietly erode: 

•​ Two identical components side by side on the same pipe are not separable. They are visually identical 
and topologically equivalent, so neither photographs nor the schematic distinguish them. The system 
reports this rather than choosing; only a plate or a field action resolves it. 

•​ Pipework is not traced from a photograph. Connectivity comes from the schematic or not at all. Section 
11 argues that pairwise adjacency and local ordering would carry most of the load in a no-tag plant — 
that is an argument, and those questions are unbuilt. 

•​ The schematic is not ground truth. It is one witness, authoritative as to tag inventory and connection 
order, silent as to position and as-built state. Nor does a schematic improve the twin's geometry: it 
names, it does not shape. 

•​ No person is asked to interpret a symbol, a class name or a confidence percentage. The question put 
to a human is answerable from a photograph of a physical object. 
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•​ A catalogue page establishes what, never which. It has no path to a settled instance identity, and a 
failed retrieval is reported as a failed retrieval, never as an absence of the product. 

•​ The corpus lends geometry and never a name. Tags observed elsewhere are shown as history, never as 
a proposal for the component in front of you. 

Residual dependency. Plate coverage is bounded by what is physically legible on site — here, 28 
transcriptions across 21 photographs, of which four yielded a manufacturer. Where no plate exists and 
topology is degenerate, identity remains unresolved by design, and the output is an acquisition task, a 
system-minted identifier, or a question for a human — rather than an answer. 

 

15. Conclusion 
Photographs already become three-dimensional models. What they have not become is a complete assembly 
in which every component is present, correctly placed, and carrying the name the operator's own systems 
use. That is where the technology stops, it is why twin programmes stall after the pilot, and it is the wall this 
work clears. 

The method reconstructs a complete assembly from ordinary photographs and then establishes what each 
component is, from sources that do not fail together: the drawing, which holds the inventory of names; the 
photographs, which hold existence and position; the nameplates on the metal, read at full resolution; and the 
manufacturer's own published material, retrieved once a maker's mark has been recovered. That last source 
is the one the field has left on the table. It settles arguments the drawing and the photograph cannot settle 
between them; it supplies imagery better than any field visit will produce, moving the ceiling from what the 
crew captured to what we identified; and it supplies the ruler — a dimension in millimetres, published by the 
party in a position to know it, fixing the metric scale of an entire photograph from one identified component 
and no survey instrument. 

Two separations make the result deliverable rather than merely correct. Locating a component and naming it 
have different solvability, so the geometric correction ships regardless of how naming lands. Scale and pose 
differ likewise: scale is documentary and answered now; pose is a correspondence problem whose weakest 
assumption we have named and whose settling experiment we have specified. 

Behind it stand three assets that compound with every engagement — the 3D Library for geometry, Smart 
Components for behaviour, and the Field Album for what has actually been seen in the field for one operator. 
Holding all three is the uncommon part, and the third cannot be reproduced quickly, because it is made of 
visits already made. The result is also built to be integrated: every tag traces to the claims that produced it, 
confidence describes the evidence rather than a model's opinion of itself, and where two independent 
sources disagree the disagreement is surfaced with the photograph that would close it. 

On one complete process skid this produced 30 of 32 components corroborated across four views with zero 
failures, 28 nameplates transcribed from full-resolution re-crops of which four yielded a manufacturer, three 
of five conflicts resolved against the schematic by the manufacturer's published range, and a final distribution 
of 3 settled, 7 worth review, 5 in disagreement, 1 not visible and 0 probable — alongside a control run of four 
affirmative and five negative determinations proving the check discriminates, and a ranking method built, 
found to be noise, and removed. Plant scale is what the method is designed for. Skid scale is what has been 
measured, and the distinction is kept exact here for the same reason it is kept exact throughout: a twin that 
says what it does not know is one an engineer can build on. 

 

EON Reality. Figures are drawn from a measured engagement on one process skid, 27–28 July 2026. Sections 
describing designed but unbuilt work are marked as such in section 14. 
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