
EON AI VENTURES  ·  THE DISTILLERY

EON Delta
The Complete Picture

Why we build our own model, which one, what it learns from, and how we build it with 
agents instead of engineers.

1  Why 2  The decisions 3  How we build it 4  Cost and plan

Under $1,000   ·   Four weeks   ·   About half an hour of human time



THE MOMENT

We stop renting intelligence.
We start building it.

Until now EON has used other people's AI. From here on we build our own — trained 
on knowledge nobody else has, owned outright, running inside our customers' walls.

Four weeks and under $1,000 to find out whether it works.

Renting

Someone else's model. Someone 
else's terms. Nothing we own.

Building

Our model. Our data. Our score. An 
asset on the balance sheet.



THE PROBLEM NOBODY IS REALLY ATTACKING

The whole AI industry is pointed somewhere else

Roughly a thousand people are killed at work somewhere in the world every day, and industry loses well over a trillion dollars a year 
to unplanned downtime and failure. Neither number is improving quickly.

Where AI is pointed today

• Writing code

• Drafting emails

• Answering search queries

• Making pictures

Where almost nobody is pointed

The people doing dangerous physical work, in facilities 
where getting it wrong kills someone.

Why these numbers do not improve.  
Every organisation learns privately. The same seal degrades, the same confined space kills someone, the same permit is signed without the 
check. Every operator eventually pays the same tuition — alone — and the lesson dies inside their own filing cabinet.

Pooling the pattern — and only the pattern — is the cheapest safety intervention this industry has available.



THE OPPORTUNITY, STATED PLAINLY

The smartest AI on earth is wrong about your plant

This is the part worth understanding, because it is the entire opportunity.

# ASK THE BEST GENERAL MODEL

"Pressure on the compressor discharge has

 fallen 61 -> 59 bar over six hours, flow

 unchanged. What does that mean?"

# WHAT YOU GET BACK

"This may indicate a possible leak or an

 instrumentation issue. It is recommended

 that maintenance investigate promptly.

 Safety should always be the priority."

Fluent. Plausible. Useless.

It is not stupid. It has simply never been in a plant.

• It has not read the investigation into what happened last time this 
signature appeared

• It does not know which warning signs got dismissed as 
instrument drift

• It cites nothing, commits to nothing, states no confidence

• And it has no way to find out whether it was right

The most capable AI on earth does not know what we know. That gap is the 
business.



WHY EON AND NOT SOMEBODY ELSE

Three things we have that the AI industry does not

1

Twenty-five years of 
simulated work

We have been building digital twins of 
physical procedures since long before 
generative AI existed. A twin is a safe place to 
test what an AI proposes — the grading 
environment almost nobody trying to deploy 
industrial AI has.

2

A data standard operators 
will actually sign

Our three-tier rights framework is why a 
supermajor can contribute at all. Without it, 
nobody hands over anything, and the 
knowledge never pools.

3

The relationships

We are already inside these facilities, in four 
industries. That is the part a well-funded 
newcomer cannot buy.

Frontier labs have the models and none of this. We do not need to out-build them — we start from their models, free, and add the 
part they cannot get.

We are not competing with the frontier labs. We are standing on them.



1 Why

What we are building, and why it has to be ours. No mathematics in this part.



THE PROBLEM

A genius who has never been in your plant

Hire the smartest 22-year-old in the world. Walk them into a gas facility on 
Monday and say “keep this safe.” They will be useless — possibly dangerous.

Not because they are stupid. Because they have no map, no rulebook, nobody 
checking their homework, and no way to learn whether what they just said was 
right.

A raw model is raw capability. Everything that turns capability into a 
reliable worker sits outside the model.

No map

It has never seen your equipment, tags or layout.

No rulebook

Your procedures and standards are not in it.

No scoreboard

It cannot find out whether it was right.

Closing that gap is the entire product.



THE CORE IDEA

The professor and the apprentice

You cannot put the professor in a backpack. So you don't.

P The professor

• Brilliant, general, expensive

• Needs a building full of GPUs

• Answers thousands of questions once

Frontier / large open-weight model

A The apprentice

• Studies only the checked answers

• Learns one job, extremely well

• Fits in a backpack, runs offline

Small distilled model + our adapter

→

The apprentice ends up as good as the professor at that one job — because it only ever had to learn one job.



THE QUESTION EVERYONE GETS WRONG

Knowledge can live in three places

1

THE WEIGHTS

Their brain from school

Everything baked in before they met you. 
Changing this is fine-tuning.

Stores: Behaviour and judgment

2

THE CONTEXT WINDOW

What's on their desk

The drawing you just handed them. Gone 
tomorrow.

Stores: This conversation only

3

THE DATABASE

The filing cabinet

Every procedure, incident, sensor log — 
looked up on demand.

Stores: All facts

The rule:  facts go in the database. Judgment goes in the weights. Never put facts in the weights — they change, you cannot explain 
them, and you cannot delete them.



THE MECHANISM, IN WORDS

LoRA = Low-Rank Adaptation

Adaptation

You are adapting a model that already exists, rather than building 
one. That is the easy part.

Low-Rank

“Rank” measures how much genuinely independent information sits 
in a grid of numbers. A very large grid can have a low rank — most 
of it repeats, so it rebuilds from far fewer numbers.

The insight: the change needed to specialise a model is low-rank. A 
simple change applied in a great many places.

The everyday version

A 500-page book that is one paragraph repeated with small 
variations does not need 500 pages of storage. Store the paragraph 
and the variations. Same information, a fraction of the space.

16,777,216 numbers in one full grid

131,072 numbers in the two thin strips

0.78% of that grid actually stored

This one fact is why an adapter is 300 MB and not a terabyte, and why training 
costs hundreds and not hundreds of thousands.

Write it LoRA. “LORA” collides with LoRaWAN, an unrelated radio standard our 
pipeline customers meet constantly.



WHAT WE OWN, WHAT THEY OWN

Every Delta has two halves

The split is not a compromise. It is what makes the data rights standard executable in a model.

TENANT DELTA

The customer's half

• Trained inside their tenant, on their records

• Knows their asset tags, sites, procedures

• Never leaves the building

• Returned or destroyed if they leave us

Their property — a Derived Insight (B.3.1, B.5.6)

BASE DELTA

EON's half

• Trained only on de-identified patterns

• Nothing enters unless seen at two or more unaffiliated 
organisations

• Survives termination

• Licensed back to every participant free, in perpetuity

EON property — a Generalized Learning (B.4.1)

On the device they stack. The Base Delta supplies judgment learned across an entire industry; the Tenant Delta supplies everything specific to the site.



WHY THE MODEL FORM MATTERS

We promised both. Only a model does both.

Give them everything

Every participant receives the entire body of generalized learnings — 
including patterns contributed by others — royalty-free and in 
perpetuity.

Never sell the corpus

We sell the model and the product trained on it. The moment EON is a 
data broker, the safety framing collapses.

A data file is a pipe. A model is a teacher.

A file

Can be read line by line, searched, cross-referenced and copied. Someone 
who knows the industry looks at an “anonymous” entry and names the 
plant.

A model

Answers questions about the situation in front of a technician. There is no 
list inside it to flip through — and you can test whether it leaks.

That is the difference between becoming the channel between competitors and simply teaching both of them.



2 The Decisions

How many models, which one, and where the knowledge comes from.



WHAT WE ARE DECIDING

Three questions, three answers

1

How many models?

One for oil & gas, one for medical, one for 
mining…?

ONE model.
Not four.

2

Which model?

NVIDIA? Mistral? Something else?

Mistral-7B,
with Qwen as the check.

3

Where does the 
knowledge come from?

Situation Room cases, or the big statistics 
databases?

Both — they do
different jobs.



QUESTION 1

One brain. Many books.

The instinct to build one model per industry is natural. It is also the one thing to push back on hardest.

Four models

• Each one gets a quarter of the data

• Four datasets, four exams, four retrainings

• A pump failure learned in mining never reaches refining

One model

• All the data pooled into one brain

• One dataset, one exam, one retraining

• Every industry teaches every other industry

A pump seal fails the same way in a refinery, a mine and a water plant. Physics does not care what 
industry you are in.

And we already promised this.  Our Data Rights white paper says “a pump failure mode discovered in mining is delivered to refining.” Splitting by 
industry would break the reciprocity we have already sold.



QUESTION 1 — THE RIGHT AXIS

Split by job, not by industry

Split by… Verdict Why

Industry — oil & gas, medical, mining NO
Destroys cross-sector learning; the transferable knowledge is exactly what crosses sectors; 
quarters the data

Task — assess risk / draft report / explain a step Yes, later Task decides the answer's shape, and shape is what training actually teaches

Customer — the Tenant Delta Yes Required by the Data Rights Standard. Theirs, in their tenant.

Modality — reading words vs. seeing pictures Yes, already Different kinds of model entirely

Size — backpack vs. site box Yes Same knowledge, shrunk to fit different hardware

Where does industry knowledge go, then?  
Into the filing cabinet, not the brain. Load the oil & gas documents and the same model behaves like an oil & gas expert. That is our own rule — 
facts in the database, judgment in the weights.



QUESTION 2 — THE UNCOMFORTABLE TRUTH

No model will last. Plan for that.

Base models are replaced roughly every six months. Whatever we choose today will be beaten by something free within a year.

So the question is not “which model lasts longest?” It is “which one is cheapest to leave?”

The dataset

Survives every model change. 
Months to rebuild.

The exam

Survives every model change. The 
thing that proves it works.

The pipeline

Survives every model change. 
Swap one config line.

The model

Replaced within a year. Hours to 
retrain.

Three of those four are what we actually own. The model is the disposable one — so pick on licence and ecosystem, not on today's 
leaderboard.



QUESTION 2 — WHAT SURVIVES A MODEL CHANGE

Changing model costs an afternoon, not a year

What we built Survives? Cost to rebuild

The curriculum — 1,400 worked examples YES — 100% Months

The exam — 150 sealed cases YES — 100% Weeks

The pipeline and agent panel YES — 100% Weeks

What we learned works — mix, settings, failure modes YES — 100% Cannot be bought

The trained adapter file NO — lost One afternoon, $5–20

The dataset is a stone foundation. The model is a tent you pitch on top.

And it usually gets better.  A newer base model trained on the same dataset normally scores higher on our exam. Model churn is a free upgrade 
path, not a threat to the asset.



QUESTION 2 — THE ANSWER, AND WHY

Mistral-7B to start, Qwen as the head-to-head

Model Licence Why it wins, or why not

Mistral-7B-Instruct-v0.3 Apache 2.0
START HERE. Permissive licence, European provenance — removes a procurement objection we would 
otherwise fight in every EU energy deal.

Qwen2.5-7B-Instruct Apache 2.0
RUN AS COMPARISON. Usually the strongest at this size. Chinese provenance draws objections from some 
infrastructure operators even when self-hosted.

Llama-3.1-8B-Instruct Meta community
SKIP unless it wins clearly. Technically fine; the licence conditions become a recurring conversation in every 
deal.

NVIDIA Nemotron NVIDIA Open Model
NOT NOW. Its advantage is on NVIDIA silicon — and the deployment hardware is not chosen. Revisit if we pick a 
Jetson site box.

MobileCLIP and similar Research only EXCLUDED. Research-only weights cannot be used in a commercial product.

The deciding criteria, in order.  
Licence first — it is the only permanent decision. Then ecosystem breadth: llama.cpp, Unsloth, vLLM, Ollama and MLX must all support it. Then 
architecture normality. Benchmark score matters least, because it changes every release.



QUESTION 3

Deep cases and big statistics do different jobs

The investigated cases are a small slice by count — but that is not a problem, because the two kinds of source teach different things.

DEEP INVESTIGATIONS

A few hundred

• CSB, NTSB, Situation Room cases

• 50–200 pages each, full root cause

• Teaches REASONING — the chain from first signal to disaster

• Expensive to convert — until now

STATISTICAL DATABASES

Tens of thousands

• PHMSA, NRC, OSHA, BSEE

• Structured fields plus a short narrative

• Teaches BREADTH and how often things actually happen

• Cheap: a script converts them

The deep cases teach it how to think. The statistics stop it crying wolf. We need both.



3 How We Build It

The agent panel that replaces the engineers, and the check that keeps it honest.



THE ONE JOB

Delta Zero — the one job

Given developing conditions at an industrial asset, identify the failure mode that may be in progress, 
cite comparable historical incidents, say what was missed in those cases, recommend the next 
verification step — and state plainly what is not yet established.

# WHAT THE PERSON PUTS IN

Discharge pressure has dropped from 61 to

59 bar over six hours. Flow is almost

unchanged. There's a hissing sound near the

discharge flange but nothing visible.

# WHAT THE MODEL ANSWERS

ASSESSMENT: Possible flange leak. Medium.

WHY: pressure fall with unchanged flow is

  not a demand change.

PRIOR: CSB 2005-04-I-TX — same signature,

  nine days before failure.

NEXT: gas detection sweep. Do NOT isolate.

NOT ESTABLISHED: leak location, rate.

Separates evidence from conclusion. Cites a real checkable report. Says 
what it does not know. Refuses a drastic action on thin evidence.



WHY WE CAN START NOW

Public accident reports — no customer, no contract

Schedule B.5.1 admits a pattern that is “already documented in a standard, guideline or publication issued by a recognised 
industry, standards or regulatory body”.

No customer agreement

required to begin

No review window

under B.7

No antitrust exposure

no participant data

No licence negotiation

for US federal sources

Source What it gives us Licence

PHMSA Every reportable US pipeline incident, decades of them US federal — public domain

US Chemical Safety Board Deep root-cause investigations US federal — public domain

NRC · BSEE · NTSB Releases, offshore and transport investigations US federal — public domain

UK HSE · EU eMARS European alerts and major-accident reports Own terms — confirm first

The pipeline fails closed on any source whose licence has not been recorded.



THE HARD PART — AND WHY IT USED TO NEED PEOPLE

The report is the answer key. We need the exam question.

# WHAT THE REPORT SAYS

The tower was overfilled during startup.

The level transmitter had been miscalibrated

in November 2004 and never recorded in the

management-of-change system. The high-level

alarm did not sound; it had been bypassed.

Investigators determined the liquid level

reached 158 feet against a design of 6.5.

# WHAT THE TRAINING INPUT NEEDS

Tower level reading: 7 ft — steady

Feed: still flowing at full rate

Startup: three hours in

Alarm: silent

# the operator saw 7 ft.

# the report says 158 ft.

# the LIE is what we need.

The report tells you the truth. The operator was looking at a lie. Rebuilding the lie is the whole job.

This is why it used to be human work.  Not extracting facts — deleting the ones nobody had, keeping their effect, and composing an answer that 
appears nowhere in the document. The next slides show how agents do it instead.



THE AGENT PANEL

Seven roles. No engineers.
# Role Job Kind

1 Drafter Reads the report, produces the before/after split Agent

2 Naive solver Never sees the report. Given only the input, predicts what happened. Suspiciously right = the input leaked. Agent

3 Prosecutor Argues “this input gives the answer away.” Actively hunts for leakage. Agent

4 Defender Argues “this input is clean.” Agent

5 Judge Reads solver, prosecutor and defender. Rules. Must be a DIFFERENT base model from the drafter. Agent

6 Style grader Does this output match the gold exemplars — structure, confidence, prior cited? Agent

7 Safety checker No actuating verbs. Confidence present. “Not established” present. Cited IDs exist. Script

Rule 1 — different models.  
If Mistral drafts and Mistral judges, they share blind spots. Qwen judges 
Mistral's work and vice versa. Nearly free, and the highest-value choice in 
the panel.

Rule 2 — row 7 is a script.  
“Does this output contain the word isolate?” must be answered 
identically every time. Anything that must never vary does not get to be 
probabilistic.



THE CHECK THAT KEEPS THE PANEL HONEST

The time-based holdout
If machines draft, machines check and machines judge — they share blind spots. A leak invisible to the drafter is often invisible to the 
checker. This is how we close that without a person.

Explained simply

A student who secretly read the textbook aces the exam. You 
cannot tell whether they understood or just memorised.

So you ask them about something that happened after the 
textbook was printed.

What we actually do

• Train the whole pipeline on incidents up to end-2023

• Test on incidents from 2025–2026

• No agent in the pipeline has ever read those

• Brilliant on old, poor on new = the pipeline leaked

You cannot cheat on a question about something that had not happened yet.

This is stronger than a person checking samples — reality cannot be talked into agreeing.



HOW THE ESTIMATE MOVED

Three weeks to half an hour

Version Approach Human time

v1 A person reads 200 reports and writes every training pair by hand 3 weeks × 2 engineers

v2 The big model drafts each split; a person corrects it 2 weeks × 1 engineer

v3 Add an automated leak detector; the person only reviews what it flags 1 week

v4 Add the full seven-role adversarial panel; the person reviews a sample 1 day

v5 Add the time-based holdout as the independent check 30 minutes, once

What is genuinely left

• Approving what a good answer looks like — 30 minutes, once

• A signature on the decision to ship

And neither is a competence question.  
“Never recommend isolation” is not a fact a smarter machine would 
know better. It is a decision about what EON is willing to be 
responsible for. Once decided, the agents enforce it forever.



THE RECIPE

What goes into the first Delta

~200
pairs from deep investigations The reasoning backbone — drafted and checked entirely by the agent 

panel

~600
pairs from statistical records

Breadth across equipment and realistic base rates. Scriptable.

~600
synthesised normal days

Calibration. Without these it warns about everything and gets switched off.

150
sealed exam cases

Held out from all of the above. The number we report and sell on.

Composition target:  roughly 40% incident and near-miss, 45% normal, 7% general instruction. Skew it toward incidents and field precision collapses regardless of 
exam score.



THE PIPELINE

Every stage is a script with a file in and a file out

  public sources  (PHMSA, CSB, NRC, BSEE, HSE, eMARS, NTSB)

        |

  [ ingest ]      licence recorded in source_register.yaml

        |         FAILS CLOSED on an unregistered source

  [ normalise ]   -> common event schema

        |

  [ draft ]       agent 1 -> candidate before/after pairs

        |

  [ panel ]       agents 2-6 + script 7 -> verdict per pair

        |         judge runs on a DIFFERENT base model

  [ split ]       train | val | exam (SEALED, checksummed)

        |         + time-based holdout: 2025-26 events

  [ train ]       QLoRA over frozen 4-bit base -> adapter

        |         manifest.json emitted

  [ export ]      merge -> quantize Q4_K_M -> GGUF

        |

  [ evaluate ]    exam + holdout + extraction probe -> gate

Why file-in / file-out

• Every stage independently auditable

• Any stage can be re-run alone

• Tenant Delta reuses stages unchanged, inside 
the customer tenant

Base model = one config line.  
No stage may depend on a specific tokenizer or 
architecture beyond what the training library 
abstracts. This is what makes the model the 
disposable part.



THE TOOLS

What we install, and where the model comes from
Tool What it does Who makes it

PyTorch Does the mathematics on the GPU Open source

Hugging Face — transformers, peft, trl
Loads models, implements LoRA, runs the training 
loop

Independent company

Unsloth Makes LoRA training ~2× faster and much simpler
Independent open 
source

bitsandbytes 4-bit compression so it fits one GPU Open source

llama.cpp
Shrinks the finished model and runs it on a laptop or 
edge board

Independent open 
source

Ollama Easiest way to run it locally for demos Independent company

vLLM · MLX Fast serving; Apple-silicon runtime Berkeley · Apple

None belong to a lab

Neutral infrastructure, owned by 
nobody in the race. That is what makes 
a model swappable.

Anthropic and OpenAI publish no open 
weights at all — they can be the 
professor, never the apprentice.

Recommendation: 7–8 B at 4-bit for the edge tier. About 4.5 GB, runs offline on a laptop or a Jetson board.

lora_r 16   ·   lora_alpha 32   ·   dropout 0.05   ·   lr 1.5e-4 cosine   ·   3 epochs

4-bit NF4 base (QLoRA)   ·   effective batch 16   ·   seq 4096   ·   paged AdamW 8-bit



4 Cost and Plan

What the agent panel costs, what we must pass, and when.



COST — WITH THE FULL AGENT PANEL

Double the compute, three fewer weeks of people

Item Cost

Drafting agent reads ~120 reports, produces 200 candidate pairs $50 – 100

The seven-role panel across all 200 pairs (the added cost) $150 – 350

Statistical pairs — scripted, minimal model use ~$20

Synthesised normal days ~$30

Training runs — 10 attempts across two base models $50 – 200

Evaluation: exam, time-based holdout, extraction probe $50 – 100

TOTAL $350 – 800

The trade

+$300
of machine time

replaces roughly three engineer-weeks 
— call it $20,000 of people.

Still comfortably inside the $1,000 envelope — and it buys roughly twenty full attempts, not one.

A single training run is about an hour of rented GPU — five to twenty dollars. The budget was never the constraint.



WHAT IT MUST PASS

Acceptance gates
Metric Definition v0 gate

Recall @ exam Held-out incidents correctly flagged from pre-event data alone ≥ 60%

Recall @ time-holdout Same, on 2025–26 events no agent has seen Within 10% of exam

Precision @ k Of the top k ranked per shift, share genuine ≥ 30% at k = 5

Citation validity Cited prior incidents that exist and are relevant ≥ 95% — hard gate

Brier score Calibration of stated confidence ≤ 0.25

Abstention rate Share returning “insufficient data” 5–25%; zero fails

The gate that catches a leaking pipeline.  
If exam recall is high and time-holdout recall collapses, the panel 
leaked. That single comparison is the independent check — and it 
needs no person to perform it.

Why accuracy is not on the list.  
With incidents at 1 in 10,000, a 99%-accurate detector produces 
about 100 false alarms per real catch. It gets switched off in a month. 
We rank and abstain instead.



COMPLIANCE BUILT IN FROM THE FIRST COMMIT

Data rights controls at the model layer

Clause Requirement How the pipeline implements it

B.5.1 Multi-source Seen at two or more unaffiliated organisations Contributor share cap at dataset build; recorded in the manifest

B.5.2 Non-attribution Not identifiable directly or by inference Extraction probe against the shipped artifact, as a release gate

B.5.4 Temporal Minimum three-month lag Hard cutoff in the pair builder; violations reject the record

B.7 Review Thirty-day item-level veto A veto forces a rebuild — it cannot be honoured by editing a trained adapter

B.10 Tenancy Single-tenant environment Tier 1 training refuses to run outside a tenant-flagged environment

B.11 Audit Auditable separation controls Immutable per-run manifest

Delta Zero carries no participant data, so most of these are dormant. They are built anyway — the Tenant Delta reuses this pipeline and 
cannot have them retrofitted.



THE PLAN

Four weeks
Week What happens Who

1
Agree the one job. Register sources and clear licences. Write 20 gold 
exemplars.

Human — half a day

1 Build the ingest and normalise stages. Pull PHMSA and CSB. Developer

2 Drafting agent runs. Seven-role panel runs. Time-holdout split created. Agents

2 Eyeball 25 finished examples once. Human — half a day

3 First training runs. Both base models. Score against exam and holdout. Developer

4 Quantize, re-score, load onto hardware, write the report. Developer

Deliverables

• A ~4.5 GB model running offline

• A score against 150 sealed incidents

• A score on events no agent has seen

• A full provenance manifest

• A written account of where it fails

Total human involvement across the whole programme: about one day. Total compute: $350–800.

Anything less than all five deliverables is a prototype, not a Delta Zero.



FOR EXECUTIVES AND CUSTOMERS

Seven reasons this model can be trusted

Every one of these is a design decision already made, not a promise. Each is measurable and each is in the contract or the pipeline.

1 It shows its work
Every assessment cites a real published investigation by identifier. You can 
go and read the source.

Citation validity is a hard release gate at 95%.

2 It admits what it does not know
“Insufficient data” is a valid, rewarded answer, and we measure how often 
it is used.

A zero abstention rate fails the gate.

3 It never touches the plant
No training example recommends isolation or shutdown. It cannot be 
wired to a control system.

Advisory by construction, not by filter.

4 It is scored against real history
150 sealed historical incidents it has never seen — plus events that 
happened after every agent stopped reading.

Audited, not demonstrated.

5 Your data cannot leak into it
Your half is trained in your tenant and never leaves. Ours contains only 
patterns seen at two or more unaffiliated organisations.

Extraction probe blocks release on any verbatim 
recall.

6 Its provenance is documented
Every run records which examples, from which sources, under which 
licence, produced which model.

One immutable manifest per run, auditable on 
request.

7 It is built by argument, not assertion
A panel of agents argues each training example — one whose only job is 
to prove the example is flawed.

Judge runs on a different base model from the drafter.

Claim  ·  What it means  ·  How it is enforced. Every row is checkable — that is what separates this from a demonstration.



USING THIS DECK

What is safe to show outside

This is an internal document. Parts of it are ready for an external audience today; parts are not, and the distinction matters.

SAFE TO EXTRACT

• The professor and apprentice explanation

• The two halves — Tenant Delta and Base Delta

• “A data file is a pipe, a model is a teacher”

• The three-tier data rights position

• The seven reasons it can be trusted

• Why it is advisory and never in the control loop

INTERNAL ONLY — FOR NOW

• Cost figures and budget

• The four-week plan and staffing

• Base model shortlist and the procurement reasoning

• Any gate number before we have actually measured it

• The Situation Room and corpus composition

No performance number leaves this room until the benchmark has been run. In a customer deck, a number is a commitment.



AGREED

Five decisions. Then we build.

1
One Base Delta, not four

Cross-industry, with sector knowledge in retrieval. Split only if the benchmark demands it.

2
Mistral-7B and Qwen2.5-7B, head to head

Both Apache 2.0, decided by our exam. NVIDIA deferred until the hardware is chosen.

3
Dual-source corpus

~200 deep-investigation pairs for reasoning, ~600 statistical for breadth, ~600 normal days for calibration.

4
Agents do the work, not engineers

Seven-role panel. Time-based holdout as the independent check. About one day of human time.

5
The dataset and the exam are the asset

The model is the replaceable output. That is what makes this last.

Next

• Situation Room sector, zipped

• Then the written specification

• Then we develop

The dataset and the exam are the assets. The model is a replaceable output.


